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Abstract

We identify common challenges and requirements for verifying proofs from automated
theorem provers in the Dedukti logical framework and develop a general methodology for
deriving encodings of calculus rules and proof steps, including clausification. We then
apply this methodology to the EP calculus for higher-order logic and integrate it into
the automated theorem prover Leo-lll. The resulting prototype reconstructs about 80% of
generated proof steps automatically and lays the foundation for making Leo-lll the first
higher-order automated theorem prover in the Dedukti framework, while providing a basis
for cross-system reuse. The implementation uncovered several bugs in Leo-III.

1 Introduction and Related Work

Computer-assisted reasoning spans various application domains and has given rise to a diverse
array of proof systems. Amongst these are automated theorem provers (ATPs), systems that
attempt to autonomously prove a conjecture based on given assumptions. While many ATPs
are based on first-order logic (FOL), with prominent examples such as Vampire [46] and E [54],
there is increasing interest in higher-order reasoning with ATP systems including Satallax [13],
Leo-111[59, 60] and, more recently, Vampire and E.! The proof certificates ATPs output (typically
in the TSTP syntax [61]) are not formal proofs in the sense of complete derivations in a fixed
calculus, as they usually omit or compress rule applications and instantiations. In this work,
we aim to enable the verification of proofs emitted by the higher-order ATP Leo-lll through
an internal construction of such formal and independently verifiable proofs. This approach
contrasts with checkers attempting to reprove the individual steps of a given proof certificate
using a different ATP. This idea was pioneered by GDV [63]; a more recent tool following similar
principles is Norgler [68]. While the latter approach increases trustworthiness, it typically does

*Based upon work from the action CA20111 EuroProofNet supported by COST (European Cooperation in
Science and Technology).

1Vampire and E were historically designed for reasoning in FOL. The most recent versions, however, also
support reasoning in higher-order logic.
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not provide a formal guarantee of correctness, unless provers that output formal and verifiable
proofs are used as trusted systems (implemented in [64]). Moreover, the reproving process
might fail due to non-trivial proof steps.

Interactive theorem provers (ITPs), also referred to as proof assistants, such as Isabelle [4§],
Rocq [58], the HOL family [40], and Lean [23] allow human-guided reasoning in a setting aimed
at fully formal and certified proofs. Most ITPs integrate so-called hammers that invoke external
ATPs and SAT/SMT solvers to discharge some proof obligations after translating the goals and
premises to the systems’ input language (e.g. [50, 22, 30]). Crucially, ITPs do not blindly trust
external results, but attempt to reconstruct proofs, or rely on verified proof checkers (e.g. [28]).

In the context of ITPs, there exist two notable examples of automated systems capable of
HOL reasoning. Duper [19] is a prover in the Lean ecosystem, and the aforementioned HOL
ATP Satallax can output Rocq proofs [70]. While both systems can generate independently
verifiable HOL proofs, the underlying ideas and mechanisms differ from our objective:

While Duper also supports TPTP problems, it is primarily designed as native Lean automa-
tion rather than a standalone prover. This is reflected in its system description in the 2023
iteration of the annual ATP competition CASC (CASC-29 [65]), where the authors describe it
as being at an early stage and state that it is not expected to compete with mature ATPs.

Satallax does not translate the proof trace found by the ATP to a formal Rocq proof, but
instead relies on the minimal unsatisfiable core found during proof search, based on which it
performs a second, restricted search to reconstruct a higher-order tableau refutation. This refu-
tation is then output as a Rocq proof [70]. While the reconstruction procedure is theoretically
complete, [70] demonstrates that it can in practice introduce considerable overhead.

In contrast to these two projects, we aim to directly translate the proof traces of a mature,
standalone prover (Leo-1ll) to an independently verifiable format.

Translations between different ITPs are also important, as they enable cross-verification and
the exchange of libraries of formal proofs. Within the HOL family, OpenTheory provides a shared
interchange format and standard library, with external checkers [39, 1]. Beyond intra-HOL
exchange, direct translations target Isabelle [49, 41], Metamath [17], Nuprl [47], and Rocq [43].

However, such direct translations between existing systems may require up to a quadratic
number of pairwise translators, each labor-intensive to build and maintain. A more economical
solution is to use a logical framework — a meta-logic expressive enough to represent the object
logics of many systems and enable translations between them — as a pivot language. The AII-
calculus, also known as LF [33], is a classical example: Using dependent types, it can express
higher-order logic and encode its proofs via the propositions-as-types principle [37], reducing
proof checking to type checking. Twelf [52] implements LF and has been used for cross-system
translations [55]. MMT [53] is foundation-independent and has been used to encode higher-
order logic and export the HOL-Light library [42]. Much of this work automatically encodes
and verifies higher-order proofs across interactive provers. This differs from our objective,
as it transfers precise proof objects where all information required for formal verification is
already explicit. Although more rigorous proof formats have been proposed for ATPs (see, for
example, [32]), current systems typically produce incomplete, informal proof certificates where
crucial details must be reconstructed to obtain fully checkable proofs.

The Dedukti Framework. A logical framework that supports the verification of automated
reasoning and interoperability between systems is the Dedukti framework [4]. It extends LF with
rewriting [25, 69], yielding the All-calculus modulo theory [10], in which types are identified
modulo user-defined rewrite rules. Like LF, it follows the proofs-as-terms convention, but
— unlike the aforementioned encodings and translations — it enables more compact, shallow
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encodings of various object logics. There is an ongoing effort to integrate different systems in
the framework: A number of tools that translate proof libraries from well-known proof assistants
to Dedukti have already been made available, such as Holide for OpenTheory [3], Krajono for
Matita, Coqine for Rocq [11], Personoj for PVS [35] and, more recently, hol2dk for HOL-Light [9].
Lastly, several automated provers can emit Dedukti certificates, like the SMT solver ArchSAT [16]
and the FOL-ATP ZenonModulo [24]. An encoding of resolution/superposition proofs in AII-
modulo [15] underlies iProverModulo [14] and the Dedukti output of Vampire [45].

Several more recent projects build on Lambdapi, an interactive proof assistant and
checker [36] that extends Dedukti with several features including implicit arguments and tac-
tics (commands that perform complex proof-term constructions). This enables the encoding
of proofs as proof-scripts, which simplify proof generation by providing greater flexibility than
explicit proof-terms, while still allowing Lambdapi to produce fully formal proof-terms from
given scripts. Although this shifts some reconstruction work to the checker, it has not been a
bottleneck in ongoing projects and makes the generated certificates more modular and easier
to inspect and debug.

There is ongoing work on translating SMT proofs in the Alethe format [56] into Lambdapi,
as well as on translating proofs checked by Ethos [21] (see [27]). Goéland is a tableau-based
FOL ATP with export to both Lambdapi and Rocq.

Contribution. Currently, automated systems generating formally verifiable proofs in the
Dedukti framework are restricted to FOL. This work addresses that limitation by present-
ing a general methodology for encoding and checking both the proof calculus and concrete
proofs of the HOL ATP Leo-lll in Lambdapi. We provide reusable encodings for the rules of
the EP calculus, including higher-order features such as extensionality, unification constraints,
and clausification. As a practical contribution, we implement the approach as an open-source
extension of Leo-lll that generates Lambdapi proof-scripts for supported proof steps.

2 Preliminaries

In the following section, the theoretical foundations of HOL and the All-calculus modulo theory
are briefly recalled. More details can be found in [2, 10].

2.1 Higher-Order Logic (HOL)

Versions of HOL in use nowadays differ in their axiomatizations. HOL ATPs are generally
based on extensional type theory (ExTT) [8, 34], which assumes functional and propositional
extensionality. We adopt the version of ExTT with Hilbert choice in this work and use the
terms HOL and ExTT interchangeably in the following. The strategies demonstrated here are,
however, modular and can be extended to different axiomatizations.

HOL is a typed logic based on Church’s simply typed A-calculus [18]. Types are either
base types (sometimes also referred to as sorts), including o (type of truth values) and ¢ (type
of individuals), or function types T — S, for any types T and S. Types are indicated using
subscripts (e.g., a,) or given explicitly as type assignment (e.g., a : 0). They are omitted if
clear from the context.

Terms and propositions are built from typed constants (e.g., connectives and quantifiers),
typed variables, application, and abstraction. The choice of primitives is formalism-dependent
but does not affect the results discussed here.
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2.2 \ll-calculus modulo theory

LF is an extension of the simply typed A-calculus with dependent types IIz:T. S, allowing the
type S to depend on a variable z of type T', which coincides with T — S when = does not occur
in S. Extending the typing hierarchy of HOL with Type (the type of types) and Kind (the
type of T'ype) allows for a unified syntax of LF [5]:

T,S =x|Type| Kind |llz:T.S | Ax:T.S|T S

All-calculus modulo theory extends this system with rewrite rules. These are pairs (I, 7) in
B-normal form, denoted [ — r, expressing that any occurrence matching [ can be replaced with
r. The relation — 5 combines B-reduction with a set of rewrite rules & 2. The typing rules
of the All-calculus (see [10]) enforce well-formedness of terms. In particular, the domains of
products and abstractions must be typable as T'ype, and —gg is incorporated in the conversion
rule, identifying terms modulo these reductions.

2.3 Encoding HOL in Lambdapi

A theory of an object-logic in All-calculus modulo theory is a set of type declarations and rewrite
rules that enable the expression of the types, terms, and proofs of the object-logic. Using a
shared theory for different deduction systems is advantageous as it allows us to prove desirable
properties of encodings once and for all and facilitates the integration of encoded proofs derived
by different tools. A universal theory in Lambdapi is given in the standard library (based on
[10]). Different fragments of the theory can be selectively combined to encode various object-
logics. User-defined extensions can also be introduced as needed. The encoding of HOL in
the AII-calculus is well known, dating back to [33]. Here we illustrate the concrete Lambdapi
representation using examples. For readability, auxiliary commands (e.g., notation definitions)
are omitted. See the Lambdapi manual for a comprehensive guide to Lambdapi. The full HOL
encoding and its formal translation are given in the extended version of this paper [67].

Types and constants are declared using symbol, possibly preceded by properties such as
constant, which prohibits the symbol from being defined by rewrite rules. The name of the
symbol is followed by : and its type:

constant symbol Set : TYPE;

constant symbol o : Set;

injective symbol 7 : Set — TYPE;
constant symbol Prop : TYPE;

rule 7 o < Prop;

constant symbol ~» : Set — Set — Set;
rule 7 ($x ~ $y) = 7 $x = 7 $y;

NO ULk W=

The constant Set is declared as a meta-level type (line 1) and serves as the foundation for
encoding object-level types, such as o (line 2). 7 (line 3) interprets encoded HOL types as
meta-level types and is declared as injective, meaning that ¢t =gg u whenever 7¢ =g Tud.
Function types are represented using ~» (line 6), which is reduced to the meta-level function
type constructor by the rewrite rule declared in line 7 using the keyword rule. Variables prefixed
by $,such as $x and $y, denote pattern variables.

2—>5@ can be extended with n-conversion. In Lambdapi, this is optional and enabled by a flag.

3Lambdapi does not verify injectivity but, here, it can be easily proved by induction on the size of ¢, once
the confluence of — g is established (see [67]). Injectivity is used in Lambdapi unification engine to solve
convertibility constraints generated by type checking.
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Encoding of terms. Examples of encoded object-logic symbols are shown below:

1 constant symbol L : Prop;

2 constant symbol = : Prop — Prop — Prop;

3 symbol = p:=p = 1;

4 constant symbol A : Prop — Prop — Prop;

5 symbol = [t] : 7 t -7 t — Prop;

6 constant symbol V [t] : (7 t — Prop) — Prop;
7 symbol € [a:Set] : (7 a — Prop) — 7 a;

The symbols for the proposition for falsity (line 1), implication (line 2), and conjunction (line
4) follow standard type assignments. Negation (line 3) is defined with respect to implication and
1. Dependent typing allows for polymorphic operators. Here, this is used to declare equality
(line 5), universal quantification (line 6) and the choice operator (line 7). Square brackets are
used to mark the arguments as implicit, allowing the user to omit them when they can be
inferred by Lambdapi. The definitions of additional connectives are given in [10].

Encoding of proofs. Proofs are encoded in All-calculus modulo theory following the
propositions-as-types principle, where types can represent propositions, and terms of these
types serve as their proofs. Implementing this in Lambdapi necessitates a few additional sym-
bols, among them the following:

1 injective symbol m : Prop — TYPE;

2 symbol Aey [p ql : @ (p A q) = 7 p;

3 rule w ($p = $q) — 7 $p — 7 $q;

4 rule w (VA x, $£f.[x]1)) —1II x, © $£.[x];

The symbol « (line 1) is a mapping of propositions to TYPE, enabling the assignment of
propositions-as-types. This is used to declare the rules of natural deduction (ND) [51], as seen in
the declaration of the elimination rule A.; (line 2). The Curry-Howard correspondence identifies
implication and universal quantification in object terms with function types and dependent
types in the types-as-terms encoding. This is implemented by the rewrite rules in lines 3-4.

Axiomatization. To verify proofs, the foundational assumptions of the underlying logic are
introduced as axioms. In the case of Leo-lll, this encompasses choice introduction as well
as functional and propositional extensionality. Excluded middle ( em:II p, 7(p V = p) ) and

double negation elimination ( ==¢:II x, w(=—x) — 7 x ) can then be proved from the above
assumptions [26].

1 symbol e; [a:Set] (p:7 a — Prop): w(3 p) — w(p (e p));
2 symbol funExt [a b]J(f g : 7(a~Db)): I x, n(f x = g x)) - a(f = g);
3 symbol propExt x y: (m x =271 y) = (my—=7mx) =71 (x=173);

Meta-properties. Since we add no new rewrite rules, the encodings we reuse from the Lamb-
dapi standard library inherit their meta-properties: correctness of the encoding (shown in [31])
and decidability of type checking (shown in [10]). We briefly recall the relevant properties and
proofs in [67].

2.4 The proof calculus EP for higher-order logic

EP, as proposed in [6, 29], is an extensional paramodulation calculus tailored to the efficient
automation of HOL reasoning.
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In the following, a literal is a signed equation [s ~ ¢]* with polarity « € {tt, {f}, and a clause
is a disjunction of literals. [s]* is used as a shorthand notation for [s ~ T]®. Any free variables
of a clause are implicitly universally quantified. For terms, t{s/x} denotes the substitution of
s for the variable z in ¢. The subterm of ¢ at position p is denoted by t|,, and ¢[s], is ¢ with
the subterm at p replaced by s. The application of a substitution ¢ to a term ¢ and a clause C'
is given by to and Co, respectively. The set of free variables of a term ¢ is denoted by fu(t).
A central device in EP is the use of unification constraints [44, 29] to make rule applications
conditional on the unifiability of two terms. Such constraints are negative equational literals of
the form [s ~ t]®. They are introduced in the conclusions of several rules, where they record
unification obligations, and are discharged by dedicated unification rules.

Primary inference rules. The three central rules of EP are paramodulation (PARA), pri-
mary substitution (PRIM), and factoring (FAC). Paramodulation uses positive equational lit-
erals for conditional rewriting within clauses. Primary substitution introduces unification con-
straints that instantiate flexible head symbols using candidates from the set €% of general
bindings, which are used for the step-wise approximation of the structure of candidate terms,
see [57]. Factoring adds the constraints needed to unify two literals of a clause, enabling their
contraction once the constraints are discharged.

Ccv [ST ~ tT}O‘ DV [ll, ~ ’r‘y]tt (PARA)
[s[r] ~t]* VOV DV [s| ~ 1T (slx:v A fulslx) C fols))

Cv[H,s',]" G g@i~VvIu{n, ="|ve}
: [ . T (PRIM)
C\/[H‘rsin] \/I:HZG]
cv [ST ~ tT] V [UT ~ ’UT] (FAc)

CV [sp ~t7]*V [s7 ~ur)t V [tr ~ vp]t

Unification rules. EP complements the core rules with techniques designed to address chal-
lenges in HOL automation through the addition of dedicated calculus rules. The first of these
challenges is unification, which is undecidable in HOL. The unification constraints introduced
above address this challenge and are handled by a dedicated group of unification rules imple-
menting a version of Huet’s pre-unification procedure [38]. (TRIV) removes a constraint that has
become trivially false after instantiation, while (BIND) performs the substitution that realizes
the constraint and drops it. (FLEXRIGID) and (FLEXFLEX) introduce unification constraints
binding quantified variables, and (DECOMP) decomposes unification constraints with identical
heads into constraints on arguments.
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CV [s7 = s7|T CV[xr =sr]™ (Bip)
C{S/m} where xp ¢ fo(s)

DEecowmp
CV st =t v .. v[s" ~t)f ( )

OV [Xpops' ~erati )T gas, € 6B

n—v

— — (FLEXRIGID)
Cv [Xﬁ_n,si ~ c?_,ytj]{-f Vv [X :g]ﬁ

— — h
CV [ Xpoysi = Yes, t7] Gy € Cg%%jy (FLEXFLEX)
p— p— - where h € ¥ is an
cv [Xﬁﬁv st Yr o, t7 ] 4 [X ~ g] appropriate constant

Extensionality rules. Extensionality is captured by (PFE) and (NFE) for functional ex-
tensionality, and (PBE) and (NBE) for propositional (Boolean) extensionality * [7, 8].

OV [5, = t,]t o~ to)T
S0 =tI"  ppp) CVilso =t \pp)
CV [50]t V [to]® CV [50]* V [to]*
CV [5,])V [to]t CV [5,)TV [to]"
cv [ST—>S = tT—)S}tt (PFE) cv [ST_)S = tTﬁS]H Ellc\IFls],Eai ne
. T w
cv [S Xr~t XT}tt X is fresh cv [5 skp ~t SkT]H Skolem term

Clausification rules. In HOL, calculus rules can produce non-clausified results, necessitating
repeated clausification. Leo-lll therefore lifts clausification to the calculus level. (LIFTEQ),
(CNFNEG), (CNFDisJy), (CNFConNJ), and (CNFALL) lift HOL terms to the clause level,
while (CNFEX) performs Skolemization. In the implementation, the clausification procedure
is complemented by a number of Boolean identities such as De Morgan’s laws.

=r)=T|" CV [-s,]”
Cv (=) QT] (LirTEQ) OV }a (CNFNEG)
CV [l; ~r,] C'V [so]
" CV [soVi,]"
CV [soV to] r: (CNFCony)
= — (CNFDisy) CV [s]
CV [so] V [to] oV [t
CV [vXr.50)"  (ONFALL) CV [vX,.5,]" g,? }S\IaFnEefi)
Cv [SO[ZT/X]]tt Zr is fresh cv [SO[S]C fU(C)/XHH Skolem term

Extended calculus. Leo-lll complements this core calculus with a number of rules primarily
motivated by the efficiency of the automation. Many of them delete or contract clauses or

4Note that the term extensionality is commonly used for the reverse direction of the inference rules shown
here, i.e., for deriving the equality of functions from their equality on every argument, and for deriving the
equality of propositions from their logical equivalence. The names used here are, however, inherited from the
Leo-Ill project and are used for consistency with the existing literature.
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literals. A prominent example is (SIMP), which applies Boolean identities to simplify terms:
hr]® Ve VL, ]
[simp(ly) =~ simp(r1)]** V - -V [simp(l,) =~ simp(ry, )]*"
where simp(t) exhaustively applies 17 identities, including the following:
sAs =5 (ANidem) t=t =T (Sren)
t#t — L (#irrefl) sVl —s (\/l)
The remaining rules of the extended calculus are given in [67]. The full calculus includes 33
rules (3 primary inference rules, 5 unification rules, 4 extensionality rules, 6 clausification rules
and 15 rules in the extended calculus) and is proved to be sound in [59].

(Smvp)

3 Encoding ATP Derivations

ATPs for classical logics generally follow a refutation-based approach, where the negated conjec-
ture is assumed. A proof then consists of a sequence of formulas derived from this negation (and
any given axioms) via the calculus rules, ultimately leading to a contradiction (L). A general
scheme for the proof-script encoding of the complete refutation proof of a formula conjecture
based on the individual steps encoded as given in Sec. 2.3, is proposed in [20]:

1 symbol encoded_proof : m conjecture =
2 begin

3 refine ——. conjecture _;

4 assume negated_conjecture;

5 have step_1 : Il x;, ..., Il x5, =
6 {assume X1 ... Xp; ...};

7

8 have step_n : 7w L {...}

9 refine step_n

10 end ;

The script is initialized by begin (line 2). The refine tactic instantiates the proof-goal and is
used to encode refutation proofs using double negation elimination ( =—. ) (line 3), transforming
the goal to m(——conjecture) , which reduces to © (= conjecture) — m L . The assume tactic
allows reasoning under the hypothesis negated_conjecture : w(— conjecture) , and leaves
7 1 as the goal. Each proof step is encoded as a lemma using the have tactic (e.g., line 5),
which does not add globally defined symbols but instead introduces local definitions within the
context of the refutation proof. The steps are of shape II'Z.¢ where 7 denotes the universally
quantified clause variables encoded using dependent types. The corresponding proof-scripts are
given in curly braces. At the beginning of the subproof, these variables are instantiated via
assume, which — at the proof-term level — introduces the corresponding A-abstractions and thus
binds the variables in the local context. The body of the subproof then uses representations of
the calculus rules to provide a formal proof of the derivation within Lambdapi, relying on the
instantiated variables, the previous sub-steps, the encoded axioms, and negated_conjecture .
The next subsection details the rule representations and how the Lambdapi scripts invoke them.

3.1 Encoding of Inference Rules

We categorize rules in terms of (a) the mechanisms they rely on (e.g., substitution or rewriting),
(b) the clause (sub)structures they act on, and (c) whether — in our encoding — the conclusion
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is equivalent to the premises or merely a consequence. Fig. 1 summarizes our encoding choices.
We then outline and illustrate the approaches with examples.

Can the rule be rep-
resented by a native
Lambdapi operation?

no

What part of the clause
does the rule modify?

Substructure

Relationship between

Whole clause . .
conclusion and premises

/ N\
Consequence Equivalence
V4 N
Encoding - Function Function Equality
Application Via Lam.bdapl Directly Via helpers Via revyrlte
to the clause operation tactic

Figure 1: Decision tree for choosing an encoding of an inference rule.

Some Leo-Ill rules correspond directly to Lambdapi tactics. This covers, in particular, steps
that are either essentially substitutions (e.g., (BIND)), or rewriting. In both cases, we do not
need to introduce an explicit rule encoding, instead we directly use the corresponding Lambdapi
operations to derive a verifiable proof. In the first case, we instantiate the parent clause with
the intended substitution. In the second case, we use the rewrite tactic, which automatically
produces proof-terms justifying the replacement of goal-subterms based on proven equalities.
Other rules do benefit from an explicit encoding as Lambdapi terms that (1) carry out the
intended derivation and (2) are themselves proved valid in Lambdapi. This encompasses rules
operating on whole clauses, which can be encoded as functions and applied straightforwardly:
using assume, we first introduce instances of the universally quantified variables of the derived
clause. These are then used to instantiate the rule and the clause variables from the previous
step, allowing a direct mapping from the previous step to the one to be proved. Application
becomes more delicate for rules that target substructures (e.g., rules acting on individual literals
such as (PFE)). In these cases, we can still encode the rule as a function at the literal level,
but have to combine it with helper lemmas that localize the transformation within the clause.
When parent and child are logically equivalent (e.g., the Boolean identities applied by (SiMP)
and many clausification rules), the rules can be encoded as equalities and applied via the rewrite
tactic.

In the following, we demonstrate the use of our encoded rules but omit their proofs. The
full encodings of all rules, together with examples of their application, are available in a GitHub
repository [66] and are reusable across systems.
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3.1.1 Rules encoded as functions operating on substructures.

The first example we consider is the rule (PFE), which operates on individual literals and is
encoded as the following function:

1 symbol PFE [S] [T] (p q:7(S ~» T)) x: 7n(p = q) = 7(p x = q x);

The PFE symbol encodes the literal-level reasoning principle underlying (PFE): from the
equality of two functions, one can derive the equality of their applications to an argument. The
full calculus rule, however, also extends the clause by a fresh universally quantified variable.
This part is reflected not in the type of PFE itself, but in the generated proof-step encoding,
which introduces the additional variable in the clause to be proved. For example, let £ and g

be terms of type 7(S~ T~ U):
1 // assuming PFE_premise : 1l z, w(f = &)

=9
2 have PFE_example : Il x, Il y, n(f x5y = g x y)
3 {assume x y; refine PFE (f x) (g x) y (PFE_premise x)}

Here, assume x y instantiates the universally quantified variables in the goal. The variable
x corresponds to the variable already present in the premise, and y to the fresh variable intro-
duced by (PFE). The term PFE (f x) (g x) y isthenoftype # (f x=gx) - 7 (f xy =
g x y) and can thus be used to map PFE_premise x to the desired proof. While we can use our
encoding of PFE directly in this example, this is not necessarily the case for rules operating on
substructures: If we consider, for instance, a premise PFE_premise’: Il x, @ (f x = g x V 1)

where the targeted literal is embedded in a disjunction with an additional literal 1, we can
no longer use PFE directly. Instead, we need additional Lambdapi theorems as helpers. In the
case of literal-level rules, this helper is the theorem transform , which is discussed below. The
other EP core calculus rules encoded as functions over substructures also act at the literal level
((PBE), (NBE), (Fac), and (DECcoMP)) and can therefore be applied with transform .

3.1.2 Rules operating on clauses.

Though not a rule of EP itself, transform is nevertheless an example of an inference operating
on whole clauses and is accordingly encoded as a function. It can be represented as the following
rule:

lo\/ll\/...\/lé\/...\/ln

(TRANSFORM)

Since clauses differ in length and the position of edited literals has to remain flexible, en-
coding (TRANSFORM) is more involved than the inferences already discussed. We therefore rely
on the standard library encodings of natural numbers (of type N ) and lists (constructed via
L: Set — TYPE, indexed by encoded object-logic types). These allow for the representation

of clauses as lists of literals (such as ¢ : L o) and for the definition of functions like nth
(to retrieve the n-th element of a list) and set_nth (which replaces the n-th element of a list)
defined via rewrite rules. These standard library encodings together with newly introduced
ones, such as disj (which takes the disjunction of a list of terms of type o) allow us to state
the following meta-theorem called transform :

1 symbol transform [1;’ : Prop] (c: L o) (i : N):
2 m((nth L ¢ i) = 1;°) — w(disj c) — w(disj(set_nth L c i 1;?));
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Here, L is the default element used by nth and set_nth for out-of-bounds indices. We
can instantiate this theorem to prove I x, Iy, @ (f x y = g x y V 1) : The first explicit
argument is the list of literals of the clause we apply the rule to. With :: denoting the list
constructor, and O the empty list, f x = g x V 1 isrepresentedby (f x = g x) :: 1 :: O.
The next two explicit arguments are the index of the transformed literal ( 0 ) and the rule al-
lowing the transformation ( PFE (f x) (g x) y ). The application results in a function mapping

the original clause PFE_premise’ to a version where f x = g x isreplacedby f x y = g x y:

vV 1)

// assuming PFE_premise’ : 1l z, w (f = g z
g xy V1l

have PFE_example’ : Il x, [Ty, @ (£ x ¥y
{assume x y;
refine transform ((f x = g x) :: 1:: 0) 0 (PFE (f x) (g x) y)
(PFE_premise’ x)1};

Tk W N -

The remaining EP rules that append unification constraints ((FLEXRIGID), (FLEXFLEX),
and (PRrRIM)) are straightforward to encode, since their application can be verified using the
standard library encodings Vi1 and Vs for the introduction rules of V. (INJ) operates
on clauses with a fixed structure, and is directly encoded as a function, while those rules
requiring structural flexibility ((DD) and (CNFCoNJ)) rely on list-based encodings like the
one demonstrated for transform .

3.1.3 Rules encoded as equalities operating on substructures.

Simplifications like A;genm, target arbitrary substructures of clauses and therefore require greater
flexibility. Neither of the methods introduced above can for instance be used to target a A a in
(a A a) = b. Instead, we can use the Lambdapi tactic rewrite with rules encoded as equalities:

1 symbol A_idem x: 7w ((x A x) = x);
2 symbol =_refl x: m ((x = x) ) 8

Rather than introducing new rewrite rules in the conversion, the rewrite tactic constructs a
proof-term justifying the replacement of any subterms matching the left-hand side of a proved
equality with the corresponding right-hand side in the goal using the Leibniz principle. Op-
tionally, a pattern can be supplied to specify the position of the term to be replaced. The
effectiveness of this approach for handling simplifications has already been demonstrated in [20].

1 // assuming Simp_premise : w® ((a A a) = b)
2 have Simp_example : 7 (a = b)

3 {have SimpApp : ® (((a A a) = b) = (a = b))
4 {rewrite A_idem; rewrite =_refl; refine T;};
5 refine SimpApp Simp_premisel;

Here, we first prove that the premise implies the simplified term as the substep SimpApp .
The resulting goal ((a A a) = b) = (a = b) can be simplified using A_idem to obtain
(a = b) = (a =b). Simplification via =_refl reduces the goal to T . In Lambdapi, T
is proved by T, , which is therefore used to close the subproof. Finally, we apply SimpApp to

Simp_premise to derive the desired conclusion. In our encoding, over 40 equalities are used
to encode the simplifications applied by Leo-lll, the encodings of which have been proved and
added to the Lambdapi standard library. In the example above, we show the corresponding
rewrite steps explicitly. In the implementation, however, we use a user-defined Lambdapi tactic
that applies the available simplification equalities exhaustively to the current goal and then
closes it with = _refl and T, once it has been reduced to a reflexive implication.
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Skolemization. While Skolemization generally preserves only satisfiability, in HOL with
Hilbert choice the Skolem symbols introduced during clausification can be defined in terms
of the choice operator. In our encoding, each Skolem symbol is defined as a notation for an
underlying e-term, and the corresponding transformation is justified by the following rule:

1 symbol CNFEx (a: Set) (p: 7 a — Prop) :
2 T (= (Vp) == (p (¢ (Ax, = (p x)))))

During clausification, Leo-Ill then generates a definition for each introduced Skolem symbol,
e.g., skl = ¢ (A x, = (p x)) , which can be applied to unfold the named Skolem terms in the
goal using the simplify tactic:

// assuming skl :=¢ (A z, = (p z))
// and CNFEz_premise: m (c V —(V p))
have CNFEx_example: w (c V = (p sk1))
{have Skolemization : m (¢ V = (V p) = c V = (p skl))
{rewrite CNFEx; simplify skil;
rewrite =_refl; refine T;1};
refine Skolemization CNFEx_premise }

N O U W N

The other EP rules verified through such equality-based encodings are (NFE), (CNFALL),
and the Boolean identities used throughout clausification.

3.1.4 Rules corresponding to Lambdapi operations.

(BIND) resolves unification constraints like [s = ] by applying a substitution o with o(s) =
o(t) to the entire clause and dropping the constraint. In our encoding, this amounts to (i)
instantiating the universally quantified variables of the parent clause in accordance with o and
(ii) removing the now-trivially-false constraint. The latter is achieved through the sequential
application of two simplifications also covered by (SIMP) (#;rres and VL). Once again, these
rules are encoded as equalities: #;prep; is encoded as = =;rrepr and two Lambdapi theorems are

given for V1: 1v and VL ,for L Vx =z and zV L = x respectively. In this fashion, we can
verify applications of (BIND):

// assuming Bind_premise : 1l z, Il y, @ (f = y V = (z = a))
have Bind_example : Il y, @ (f a y)
{assume y;
have Substitution : @ (f a y V —=(a = a))
{refine Bind_premise a yl;
have RemoveConstraint : w ((f a y V —(a = a)) = (£ a y))
{rewrite —=_irrefl; rewrite V.l; rewrite =_refl; refine T;1};
refine RemoveConstraint Substitution}

WU W~

Here, Substitution performs the instantiation, and RemoveConstraint applies the remain-
ing rewrites to discharge the trivial literal.

(TRIV) removes trivially false literals from clauses and is simply encoded by literal deletion,
analogously to (BIND). (PARA), on the other hand, represents conditional rewriting and can
be encoded using the Lambdapi rewrite tactic.

3.2 Flexible Encoding of Proof Steps

In order to apply encoded inference rules in the verification of actual derivation steps, one more
factor has to be considered: systems can introduce slight modifications to the derived formulas
resulting from the implementation of the prover itself. This phenomenon has also been observed
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in the verification of other systems [20, 45]. We discuss such implicit transformations and an
encoding approach that integrates them into the verification process in the following.

Implicit transformations. The possible implicit transformations can vary between provers
and calculus rules and need to be identified via the analysis of the implementation of the prover.
We will demonstrate the nature and handling of such transformations using the example of
(PFE). In the application of the rule, Leo-lll first separates the literals to which the rule can
be applied (i.e., equalities between functions) from the rest. It then applies the same fresh
variable to both sides of the equalities individually, and, in forming new literals, rearranges the
sides in accordance with a term ordering. The resulting clause is formed by the unchanged
literals followed by the transformed ones. It is thus possible that an application of (PFE)
changes both the sides within equality literals and the order of the literals within the clause.
In fact, both of these transformations would occur when applying (PFE) to the clause we
encoded as PFE_premise’ . To account for them in our encoding, we hence need to derive a

proofof M x, My, # 1 Vgxy=¢fxy) ratherthan Il x, Iy, #n (fxy=gxy V1.
Generally, implicit transformations introduced by a prover can themselves be seen as inference
rules applied in addition to the calculus rules. We can thus treat implicit transformations
like calculus rules and derive an encoding for them using the schema given in Fig. 1. For the
reordering of terms within equalities, this results in the encoding of the rule as an equality
called eqSym , and, for permutations, in a function called permute :

1 symbol egSym [T] (x y : 7 T) : wn((x = y) = (y = x));

2
3 symbol permute (o : L nat) (c: L o)
4 m(preserves_contents o c) — w(disj c) — w(disj(literals c 0));

permute can be instantiated with a list of literals of the original clause c , and a list of natural

numbers o representing the desired permutation. The function preserves_contents requires
that all literals present in c¢ are still contained in the clause after the proposed permutation
o . This subgoal is solved by mere computation following the approach of reflexive tactics
[12], and reduces to =T if the condition is met. It can thus be instantiated with the standard
library introduction rule T; . The resulting function maps a proof of the disjunction of ¢ to
its permuted version, which is computed via rewrite rules by literals c o .

A flexible encoding schema. Note that some implicit transformations must be carried
out before the verification of the actual calculus rule (e.g., when a particular order of literals
is required), while others can only be applied afterward. Whether or not a given implicit
transformation that can occur for a calculus rule application is necessary in a concrete generated
proof must be decided on a case-by-case basis. The following flexible encoding schema can thus
be applied to encode rule applications, including any potential additional transformations:

1. Assume the quantified variables.

Apply any implicit transformations necessary prior to the calculus rule.
Apply the calculus rule.

Apply the remaining implicit transformations.

Instantiate the goal.

G

Following this strategy for (PFE), we first assume any quantified variables (Step 1) and then
apply PFE directly (Step 3). The implicit transformations (reordering within equality literals
and permutation) are detected during proof-script construction by Leo-lll and, if necessary,
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handled after the calculus rule application (Step 4). Finally, the goal is instantiated (Step 5).
This way, we can at last prove Il x, Il y, # (1 Vgxy=£ x y):

1 // assuming PFE_premise’ : 1l z, m (f 2 = g = V 1)

2 have PFE_example’’ : Il x, 'y, # (1 Vgxy =£f x y)

3 {assume x y; // Step 1

4 have PFE_app: @ (f x y = g x y V 1) // Step 3

5 {refine transform ((f x = g x) :: 1:: 0) 0 (PFE (f x) (g x) y) (
PFE_premise’ x)};

6 rewrite eqSym (g x y) (f x y); // Step 4

7 have Permutation: w (1 V (f x y = g x y))

8 {refine permute (1 :: 0:: O0) ((f x y = g x y):: 1::0) T; PFE_app
};

9 refine Permutation} // Step &

4 Evaluation

The implementation of the verification approach presented in this work involves three key steps:
(i) deriving a theoretical encoding of each of the calculus rules of the prover, (ii) identifying im-
plicit transformations based on the prover’s implementation, and integrating them in a flexible
encoding, and (iii) implementing the automated encoding of proof steps following the resulting
schema. Furthermore, the original code may need to be modified to record additional details,
such as term positions. Task (i) is complete: Table 1 classifies all rules of the EP calculus with
respect to the encoding mechanisms discussed in Sec. 3.1 and indicates whether automated
generation of Lambdapi proofs is currently implemented. A corresponding table for the rules
extending the EP calculus in Leo-1ll is given in [67]. Note that the rules (LIFTEQ), (CNFNEG),
and (CNFDisy) perform transformations abstracted away by the Lambdapi encoding. We there-
fore only need to encode the implicit transformations they introduce. All encodings, illustrated
by examples, are available online [66].

Tasks (ii) and (iii) are addressed by our implementation®, an open-source extension of Leo-
[1l that currently focuses on monomorphic input problems. It outputs Lambdapi scripts proving
supported steps, and uses the tactic admit to assume the remaining steps as axioms. The pro-
totype covers instances of 13 of the 18 core calculus rules across all categories, omitting some
edge cases. For the extended calculus, 3 of 11 relevant rules are currently covered (see [67]
for details). The implementation of the automated generation of proof-scripts is highly labor-
intensive. It requires precise analysis of the original code and, in many cases, changes to the
original implementation of Leo-lll in order to retrieve the level of detail needed for reconstruction
in Lambdapi. The implementation of automated Lambdapi output must then reliably identify
and justify not only the exact variant of each applied calculus rule, but also all required implicit
transformations. Our current partial implementation adds approximately 5500 lines of code for
proof-script construction to the Leo-lll code base, corresponding to about 14% of the roughly
38500 lines of code in the regular code base excluding Lambdapi proof output. The encoding
furthermore builds on a large number of theorems and lemmas proved in Lambdapi for repre-
senting calculus rules and implicit transformations. More than 1500 lines of Lambdapi code,
comprising over 80 reusable theorems, were added to the Lambdapi standard library, while our
dedicated library of Leo-lll-specific encodings comprises over 600 lines of code and a further 35
theorems. While the automated encoding of proof steps has not been completed for the full

5 Available on https://github.com/melanie-taprogge/Leo-III.
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Table 1: Encoding categories for the EP core calculus.

Cat. ‘ Rule Encoding category Implemented
2. (PRIM) Function operating on clauses ( Vi and Vs ) No
£3 (PARA) Corresponding Lambdapi operation (rewrite) Yes
& (Fac) Function operating on substructures Yes
. (TR1V) Encoded as equation, applied via rewrite Yes
S . (BIND) Corresponding Lambdapi operation (instantiation) Yes
E% (DECOMP) Function operating on substructures Yes
g (FLEXRIGID) Function operating on clauses ( Vi and Vs ) No
(FLEXFLEX) Function operating on clauses ( Vi and Vs ) No
. (PFE) Function operating on substructures Yes
£3 (NFE) Encoded as equation, applied via rewrite Yes
3 g (PBE) Function operating on substructures Yes
(NBE) Function operating on substructures No
(CNFEX) Encoded as equation, applied via rewrite Yes
.§ (LIFTEQ) Only side-effects need verification Yes
é 8 (CNFNEG) Only side-effects need verification Yes
s (CNFD1sJ) Only side-effects need verification Yes
S (CNFConNJ)  Function operating on clause Yes
(CNFALL) Encoded as equation, applied via rewrite No

calculus yet, we have successfully constructed Lambdapi scripts for hand-crafted examples for
all remaining rules and are confident that we will be able to verify them using our approach and
encodings. The main technical difficulty in the implementation is (a) covering edge cases — such
as rule-specific implicit transformations — and (b) handling procedures that apply many rules
blindly in a normalization phase, as is the case for clausification. While Lambdapi’s user-defined
tactics and handling of implicit arguments let us avoid logging every detail during proof search
and, in some cases, allow blind rule applications mirroring processes implemented in Leo-Ill, the
generation of verifiable proofs becomes delicate when heterogeneous rules are bundled. For in-
stance, Leo-1ll combines all clausification operations into a single step, so even one unsupported
occurrence of (CNFALL) can prevent verification of the entire step, even when all other needed
clausification operations are encodable.

To evaluate our current implementation, we used the 3951 monomorphic HOL problems from
the TPTP-v9.2.1 library [62] as a benchmark, of which Leo-lll solved 1803 within a 60-second
time limit in its default configuration. Under the same time limit, the number of problems
for which the extended version produced Lambdapi proofs was slightly lower (1784). This
reduction is due to the additional overhead of proof formalization, which is to be expected
and also observed in related work [45], resulting in slightly fewer problems solved under the
same time limit. In total, the generated proofs included 35578 steps, of which 28512 were
reconstructed as checkable Lambdapi proof scripts, yielding an automatic reconstruction rate of
approximately 80%. All generated proof scripts were accepted by Lambdapi. The remaining 20%
are, for the most part, steps originating from bundled calculus rule applications, or unencoded
applications of rules from the extended calculus, both of which will be addressed in future
work. However, a significant part of the admitted steps is, in principle, already covered by
our equality-based encodings but requires the application of the rewrite tactic under binders.

231



Formal Verification of Proofs from ATPs for HOL Taprogge et al.

This is not currently supported by Lambdapi, a restriction that will likewise be addressed in
future work. On average, our Leo-III version with Lambdapi output required 2.11s, compared
to 2.00s for the standard version, while proof checking took an average of 0.76s. The TSTP
proofs output by Leo-lll had an average size of 13074 B, whereas the corresponding .1p files
averaged 19206 B. The results are summarized in Table 2.

This implementation effort also revealed several bugs in Leo-lll, illustrating the practical
benefits of proof verification. Some proof certificates were incomplete, as they omitted type
declarations or TPTP definitions required to fully reconstruct individual proof steps. We also
found cases where defined TPTP connectives were unfolded unintentionally, producing formulas
in which relevant connective structure was no longer visible to parts of the calculus. Finally,
the formalization exposed an issue in one of the unification rules that could lead to invalid
unifications and therefore to potentially unsound proof steps.

Table 2: Performance Metrics Overview

Coverage & Proof Statistics Runtime & Proof Sizes
Metric Value Metric Value
Proofs (Leo-llI+-TSTP-out.) 1803 Avg. runtime (Leo-llI+TSTP-out.)  2.00s
Proofs (Leo-lll+LP-out.) 1784 Avg. runtime (Leo-1l1-+LP-out.) 2.11s
Total proof steps 35578 Avg. Lambdapi checking time 0.76s
Encoded steps 28512 Avg. TSTP proof size 13074 B
Encoding coverage 80% Avg. Lambdapi proof size 19206 B

The benchmarks were run on an Ubuntu 24.04.3 LTS machine with 16 vCPUs
and 64 GB RAM on an AMD Ryzen 9 9950X host CPU.

5 Conclusion

In this work, we present a systematic approach for the encoding of automated reasoning in
Lambdapi and apply it to the HOL ATP Leo-lll. The resulting implementation already provides
independently checkable reconstruction for a large share of proof steps occurring in real Leo-lll
proofs. Our theoretical encoding of all calculus rules demonstrates that our encoding identi-
fies solutions to the main conceptual challenges. Notably, this includes handling clausification
steps, which are often omitted from verification efforts (e.g. [45, 14]). The challenges commonly
encountered in their verification are (i) Skolemization, which generally preserves only equisat-
isfiability, and (ii) the fact that ATPs typically do not track each applied clausification rule.
In our encoding, we overcome these hurdles by relying on (i) the use of e-terms and (ii) the
rewrite tactic together with Lambdapi’s capability to infer instantiation of rules and the term
positions to which rules must be applied. The general approach presented here is directly appli-
cable to other ATPs, and the encoded rules are reusable by other HOL systems implementing
calculi that share rules with EP. The work that remains to be done for each individual system
is the encoding of system-specific rules following our encoding scheme, the detection of implicit
transformations caused by the implementation of the prover, and the implementation of the
automated generation of Lambdapi scripts. Beyond HOL systems, the strategies we introduce
address practical challenges also observed in related projects — such as literal permutations or
the reordering of equality sides [45, 20] and literals in clauses [20] — which necessitate explicit
justification during verification. These works handle such transformations by proof elaboration
via external tools and by the construction of dedicated explicit proof terms, respectively. In
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contrast, our framework addresses these transformations via reusable Lambdapi theorems and
tactics that can be applied uniformly across systems in a straightforward manner.

In future work, we will incorporate encodings for polymorphism and complete the rule cover-
age. This will not only make Leo-lll the first HOL ATP system capable of outputting Lambdapi,
but — to our knowledge — also the first mature HOL ATP capable of directly translating its
proofs to an independently verifiable formalism. The integration of Leo-lll in the Dedukti frame-
work will also enable the verification of proofs in a range of non-classical logics for the first time,
which Leo-Ill handles through a built-in shallow embedding of various non-classical logics into
HOL. Furthermore, an end-to-end translation pipeline from Leo-Ill proofs via Lambdapi to Rocq
is under development. Finally, we plan an integration with the GDV-LP tool [64], a version of
GDV relying on Lambdapi-proof-producing ATPs. Leo-Ill will be able to lift the limitation of the
current tool to FOL. A Lambdapi-producing version of Norgler relying on a Leo-lll integration
is also planned.
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