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Abstract

Hyperproperties, which express system behaviors that relate multiple execution traces,
cover a variety of important safety and security properties. Among these, hyperproperties
of the form V3., where ¢ is an invariant or a SafetyLTL formula, capture many practically
relevant specifications including noninterference, symmetry, and robust path planning. De-
spite their importance, efficient verification algorithms for such properties remain limited.
In this paper, we propose novel verification algorithms for such V3-hyperproperties.

Our approach extends classical induction and k-induction techniques, widely used in
single-trace verification, to the hyperproperty setting. We develop hyper-inductive rea-
soning principles that generalize the base and step cases of induction to sets of traces,
refinement techniques to strengthen the property, and incremental approaches to increase
the bound of the k-induction. As a byproduct, we introduce hyper-(k)-inductive invari-
ants, as certificates to witness satisfaction of V3-hyperproperties over transition systems.
We evaluate our approach on various benchmarks, demonstrating that our methods are
complementary to state-of-the-art hyperproperty model checkers, and we analyze in which
cases our algorithms are the most efficient.

1 Introduction

Hyperproperties are system properties that require relating multiple execution traces [15]. Hy-
perproperties are common in information-flow security [23, 37], robustness and sensitivity of
cyber-physical systems [36], concurrency [10] and symmetry [21]. HyperLTL [14] is a tempo-
ral logic for hyperproperties that extends LTL with quantifiers for different traces. HyperLTL
includes relational capabilities to compare different traces and temporal modalities where the
temporal operators move all traces synchronously. Several algorithms and verification methods
for HyperLTL have been proposed [21, 16, 26], particularly for V*.¢ hyperproperties (that is,
hyperproperties without quantifier alternations).

A particularly expressive and practically useful subclass of hyperproperties are those of the
form V*3*.p, where for every trace, there exists another trace such that a property ¢ holds
(which relates the corresponding states in both traces). When ¢ is restricted to invariants or
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SafetyLTL formulas, this class can express many important properties, including noninterfer-
ence, symmetry, and robust path planning. These V3-hyperproperties are widely applicable, yet
remain challenging to verify in practice. Current verification techniques include automata-based
approaches [21] and bounded model checking for HyperLTL [26].

In this paper, we propose a new approach to verify V3-hyperproperties where ¢ is either an
invariant or a SafetyLTL formula. Our method is based on adapting induction and k-induction
techniques [34], which are widely used in trace-based verification, to the hyperproperty setting.
This adaptation requires reasoning over sets of traces and generalizing inductive reasoning
principles accordingly.

Our contributions are as follows:

o We define inductive and k-inductive proof rules for V3-hyperproperties, extending base
and step reasoning to trace sets. As a byproduct, we introduce hyper-(k)-inductive invari-
ants, as certificates to witness satisfaction of V3-hyperproperties over transition systems.

e We define a refinement principle that strengthens the given V3 specification to make it
inductive, so that the property can be proved using our generalized rules.

e We introduce incremental strategies to increase the bound of k-induction learning from
previous checks.

e We implement our approach and evaluate it on a range of benchmarks from security,
distributed systems, and motion planning. Our results show that our technique is com-
plementary to existing model checkers for HyperLTL, and often scales better for specifi-
cations of the V3 type.

Outline. The rest of the paper is organized as follows. Section 1 discusses related work.
In Section 2, we review preliminaries on hyperproperties, induction and k-induction. Then,
Section 3 introduces our generalization of induction and k-induction to the hyper setting, and
describes refinement and incremental techniques. Section 4 presents our implementation and
experimental evaluation. Finally, in Section 5 we draw some conclusions and directions for

future work.

Related Work. The HyperLTL model checking problem has been studied following various
approaches. In [14, 21] the authors define an automata-based construction for HyperLTL. For
the quantifier-alternation free fragment of HyperLTL, this approach reduces to self-composition
of the system [2] followed by LTL model checking. The self-composition approach has been
successfully implemented in MCHyper [21], which reduces the verification problem to symbolic
model checking. In contrast, AutoHyper [7] implements the automata-based construction using
an explicit state approach via language inclusion using inclusion checkers such as Spot [18].
AutoHyper can handle any type of HyperLTL formula, independently of the amount of quan-
tifier alternations or temporal nature of the temporal sub-formula. However, due to its explicit
state nature, AutoHyper does not scale very well with the size of the system.

Another line of work for verifying HyperLTL was introduced by Coenen et al. [16], who
proposed a game-based approach for proving V3 properties using strategies. In this technique,
verification is framed as a game between a universal trace and an existential trace. The strategy
for the existential trace can either be provided by the user or synthesized automatically, which
in [16] is searched using a bounded approach. Because the existential trace is allowed to observe
the entire execution of the universal trace, the method requires the use of prophecy variables
to anticipate future behaviors. This approach was implemented in an extended version of
MCHyper. Subsequently, [5] shows that completeness of this technique can only be guaranteed
when using w-regular prophecy variables. The authors provide a constructive proof of this
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result and implemented the improved technique in the tool HyPro [5]. The approach has also
been applied to asynchronous hyperproperties in [6], where predicate abstraction was used to
handle infinite-state systems.

The game-based verification method was adapted to synchronize traces at designated ob-
servation points, enabling reasoning over asynchronous executions. These approaches have
similarities with our technique because they search a strategy to prove the property. However,
our technique does not search directly a strategy via prophecies, but we refine counter-examples
to induction and look for k-inductive V3 invariants. Recently, [28] transformed the game-based
construction of [6] to a CHC satisfiability problem, supporting that the CHC transformation
outperforms the original game-based approach of [6]. Extending our approach using predicate
abstraction and supporting asynchronous hyperproperties is future work.

In [26], the authors introduce a Bounded Model Checking (BMC) technique for HyperLTL,
extending the classic BMC approach [9] to support quantified formulas using QBF solvers.
Unlike the original BMC framework, this method does not support looping conditions and
instead adopts a finite semantics akin to the truncated semantics used in LTL [20]. Later, [25]
extended BMC for the asynchronous Hyperlogic A-HLTL [3]. Also, [27] focuses on proving
validity of V3-safety and JV-safety properties through inductive reasoning. Their approach
resembles our basic inductive algorithm, with the key distinction that the approach in [27]
instantiates quantifiers and relies on SAT solvers to verify the property. In contrast, our method
provides completeness guarantees and incorporates invariant strengthening as part of the proof
process.

Besides the works on hyperproperties, the main inspiration for our work is k-induction [34],
which extends classical Bounded Model Checking [9] with an inductive reasoning to prove
properties. This technique is widely used in industry [32] and has been extended in various
ways, such as using incrementality [19], predicate abstraction [35], abstract interpretation [12],
and parallel computing [29]. As far as we know, this paper is the first work lifting this technique
from trace properties to hyperproperties.

2 Preliminaries

Symbolic Transition System. We assume that systems have finite states and are described
with Boolean variables and propositional formulas, although most of the results (expect for
completeness) can be lifted to the infinite-state systems.

A Symbolic Transition System (STS) M is a tuple M = (V, I, T) where V is a set of (state)
variables, I(V) is a formula representing the initial states, and T'(V, V') is a formula representing
the transitions. A state of M is an assignment to the variables V. A (finite) path of M is an
infinite sequence sq, s1, . .. (resp., finite sequence s, $1, ..., sx) of states such that sg = I and,
for all # > 0 (resp., 0 < i < k), 54,57, = T. Given two transition systems M; = (V1,11,T1)
and My = (Va, Iz, T3), we denote by M7 X My the synchronous product (Vi UVa, I1 ALy, Ty ATo).

A state property of M = (V, I, T) is specified over a set V' C V of variables. We use AP for
the set of state properties. The alphabet is therefore given by the set of assignments to V'. A
finite or infinite path defines a corresponding trace given by restricting the assignments to V.
We use Traces(M) for the set of traces of M.

LTL and SafetyLTL. We consider LTL [33], which has the following syntax:
pu=TlaleVve|-¢|Xe|pUep
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where a is drawn from AP, T is the true constant, V and — are the usual Boolean disjunction
and negation, while X and U are respectively the “next” and “until” temporal operators.
The semantics of LTL associates pointed traces with formulae as follows (we omit Boolean
connectives, which are standard):

(0,i) Fa S a€o(i)

(0,1) EXop si<lol—1land (o,i+1) ¢

(0,)) EYyp <i>0and (0,0 —1) =¢

(0,i) E w1 U ps & for some j > i (0,7) = 2, and for all k € [4, ), (0,k) &= ¢1

We also use common derived operators like A, R, F, G, Z (dual of Y) and T (dual of S).
SafetyLTL, the safety fragment of LTL, is obtained by disallowing positive occurrences of Until
in the formula. We define this fragment in negative normal form as follows:

ps:= T|L|-ala|lpsVes|esAhes|Xes]|psRes

The Temporal Logic HyperLTL. HyperLTL [14] is a temporal logic for hyperproperties.
The syntax of HyperLTL is:

an=Jr.a|Vea|e pu=alz] Ve |p| Xe|leUep

where x is a trace variable from an infinite set VAR of trace variables. The intended meaning
of a[x] is that state property a € AP holds at the current time in trace z. Trace quantifiers
Jx and Vz allow reasoning simultaneously about different traces of the computation. Atomic
predicates a[z] refer to a single trace z. Given an LTL formula «, we denote by a[z] the formula
obtained by substituting every atomic proposition a with alz].

Given a HyperLTL formula ¢, we use TrVars(p) for the set of trace variables quantified
in ¢. A formula ¢ is well-formed if for all atoms alz],  is quantified in ¢. Given a set of
infinite traces T, the semantics of a HyperLTL formula « is defined in terms of pointed trace
assignments, which are partial mappings of the form IT : TrVars(a) — (T'x N). We use Dom(II)
for the subset of TrVars(p) for which II is defined. Given a trace assignment II, a trace variable
x, a trace o and a pointer p, we denote by I[z — (o,p)] the assignment that coincides with
IT for every trace variable except for z, which is mapped to (o,p). The trace assignment with
empty domain is denoted by IIy. Also, we use II + n to denote trace assignment II’ such that
IT'(x) = II(x) 4+ n for all z € Dom(IT) = Dom(Il'). Given a partial trace assignment II and a
set of traces T, the semantics of HyperLTL is as follows (we again omit V and —):

Er dz.a < for some o € T, ll[z — (0,0)] Er «

ErVz.a <foralloeT, Iz~ (0,0)] Er o

Fr e ek

E a[z] < a € o(p), where (o,p) = II(x)

E 1 Uy < for some j >0 (II+j) = ¢2,and forall i < j, (II+ 1) = o1
FXe eI+ Ee

Note that quantifiers assign traces to trace variables and set the pointer to the initial position
0. We say that a set of infinite traces T" is a model of a HyperLTL formula ¢, denoted II |= ¢
whenever Iy =1 . We say that an STS M is a model of a HyperLTL formula ¢, denoted by
M k= ¢, whenever Traces(M) |= .

o e e e o |

Example 1. We now show an example with an STS satisfying an HyperLTL temporal-safety
property: Let Me, := ({ch,0,h,p},—ch, (ch’ <> =ch) A (ch — (o' <> (h <> p))). M., represents
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a system with 2 “modalities”, one in which it chooses a value for o (ch = T ) depending on h
and p, and the other where o can take any possible value. The forall-exists Hyperproperty that
we are interested in proving is per = VxIy.G((o[z] < o[y]) A (h[z] > —h[y])). The property
states that, for every execution producing an output value (o), there exists another execution
with the same value of (0) but a different value of the secret variable (h). In the rest of the
paper, we use this example, with minor variations, to illustrate the algorithms.

Bounded Model Checking. Bounded Model Checking (BMC) [9] considers only initial
paths of length up to a certain bound. Given a bound k, an STS M and a formula ¢(V'), the
bounded reachability problem is the problem of finding, for some j < k an initial finite path
S0, ...,8; of M such that s; = . In BMC, the problem is usually reduced to a satisfiability
problem.

In the following, given a set V' of variables, we use several copies of V', one for each state of
the path we are looking for. We will denote with V; the i-th copy of V. Thus, V; = {v;}vev,
where v; represents the i-th copy of v. For a given bound k, we often use k+ 1 copies Vp, ..., Vi
and, when k is clear from the context, we denote their union by V.

Given an STS M, and a bound k, the formula Unroll, (V) is defined as follows:

Unroll, (V) := /\ T(Vh-1,Vn)

1<h<k
Given an STS M, a bound k, and a formula ¢, the formula BMCy (V) is defined as follows:

BMCy (V) := I(Vo) A Unroll, (V) A \/ (Vi)

0<i<k

The formula BMCj, encodes the bounded reachability problem, in the sense that BMCy, is
satisfiable if and only if there exists an initial path of length up to k reaching ¢.

K-induction K-induction [34] is a technique that proves that if a set of states is not reachable
in k steps, then it is not reachable at all. Analogous to the induction principle, k-induction
consists of a base step—which solves the bounded reachability problem with a given bound k
of steps—and an inductive step, which concludes that k is sufficient to solve the (unbounded)
reachability problem. The idea of the inductive step is to check whether the target set of states
cannot be reached in k steps. Both of these checks can be solved by means of satisfiability.

Given an STS M, and a bound k and a formula ¢, the formula KINDy, is defined as follows:

KIND := Unroll, VYA N\ = Nwvi=vin N\ —o(Vi)Ae(Ve)
0<i<j<k weV 0<i<k

If KINDy, is unsatisfiable, then M does not have a uninitialized simple path (i.e., a path without
repetitions) reaching ¢ in k steps.

If BMC}), and KIND;, are both unsatisfiable, then ¢ is not reachable in M. Thus, in order
to prove that ¢ is not reachable one can check the unsatisfiability of BMCy and KINDy for
increasing values of k. Usually, these checks can enjoy sharing lemmas discovered trying to
prove unsatisfiability, and therefore the checks are performed using incremental SAT solvers.
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3 Induction and K-Induction for Hyperproperties

Induction and k-induction are two well-known techniques that are used to prove symbolically
invariant (trace) properties. In this section we present two novel techniques constructed adapt-
ing induction, K-induction and the notion of generalization of counter-examples to induction
for hyperproperties. We showcase our techniques with examples and we demonstrate their
soundness and completeness. This Section is organized as follows. Section 3.1 presents Induc-
tion adapted for Hyperproperties showing soundness of the algorithm; Section 3.2 presents
k-induction adapted for Hyperproperties showing soundness and completeness; Section 3.3
presents refinement techniques to generalize counter-example to induction for our algorithms;
finally, Section 3.4 presents an incremental encoding of the k-induction algorithm to be used
with incremental solvers.

All the proofs of the Theorems presented in this Section can be found in the Appendix of
the extended version of this paper 77.

In the rest of the paper, we assume that M is a deadlock-free STS, and that the property
under analysis is of the form ¢ := Va.3y.Ge) where 1 is a state predicate over V]z] and V[y]
and P:= 1.

For any trace variable z € VAR, we denote V[z] := {v[z]|v € V}, I* := I(V[z]), T* :=
T (V[z],V'[z]); moreover, for a given bound k, we consider k+1 variable set copies V[z]o, ... V[2]k
with their union denoted as V[z]k. Finally, for any i, we denote P; := P(V[z];, V]y]:), for any
z € VAR : T,LZ = T(V[Z]i,h V[Z]Z)

Although the theorems presented in this section are introduced for Vz.3y.(G properties, all
proofs extended straightforwardly to the V*3*.G case by applying self-composition.

3.1 Induction

The induction principle for proving an invariant trace property 1 consists of finding an auxiliary
property P such that the following hold: (i) P holds at all initial states; (i¢) anytime that P
holds, each successor state also satisfies P; (¢i7) P implies the original invariant property 1.
Finally, counter-ezample to induction (CTI) is then a pair of assignments (X°* X°®’) over
V, V' such that P(X°?®) and T(X°*, X'} holds but P(X°?’) is false. The adaptation of
induction for hyperproperties must take into account quantifier alternation and the self-product
of the system. The base case BASE"> is defined as follows:

BASE™ := WV [z].3V[y].I* — (IY A P(V[z],V[y])).

BASE" checks whether for each initial state of M (instantiated with z trace variable), there
is an initial state of M (instantiated with y trace variable) such that P(V[z], V]y]) holds. We
define the inductive case IND"? as follows:

IND™ .=V [2]V[2]' V[y]. 3V [y .T* A P(V]z], V[y]) = TY A P(V[z], V[y]).

IND"? universally quantifies over states of the self-product of M that satisfy P, and checks that
for each successor of x there is a successor for y such that the property still holds. Interestingly,
this property is much stronger than the target Vx.3y.Gi property because we are requiring
each state of the self-product to satisfy this property.

These proof obligations are combined to obtain Algorithm 1 to verify Va3y.Gu.

Theorem 1. If = BASE"? then M - Va3y.Gy. Moreover, If = BASE"? and = IND"? then
M = Va3y.Gy. Consequently, Algorithm 1 is sound.
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Algorithm 1: Induction algorithm
Input: A STS M = (V,I,T) and a formula ¢ := Va.3y.Gv
1 if BASE" does not hold then return INVALID
2 else if IND"? holds then return VALID
3 else return UNK

Example 2. Consider a variation of Ex. 1, where we highlight the new parts:
Per1 := VrIy.G((olz] <> o[y]) A (h[z] <> —hly]) A (p[] <> —p[y]) A (ch[z] > chly]))

This example property is satisfied by M.,. The variable ch is true only at odd positions (counting
from 0) of the trace and, choosing ply] as the negation of p[x] ensures that oly] is set to the
same value of o[x] when ch is true. The proof obligations instantiated for the properties are as:

BASE™ : WV, [2]3V..o[y)-~chla] — ~chlylnola] = oly]Akla] = ~hly]Apla] = ~plylAchla] = chly]

IND™ Vo 0] Ve 1] Ve 93V ) ( e T e e ) =
< olz]" = o[y)’ A hlx]) = —hly) A plz) = —-ply]'A )
chlz]" = chly]' NT (Ve [y, Vex[y]")

BASE"? is valid because it is sufficient for y to choose —ch and then simply assign the remaining
variables satisfying @egr. IND" is valid as well. If chlzx] is false, then it is possible to choose
Vezly]' satisfying pez1. Otherwise, since ply] = —plz] and hly] = h[z] then hly] = ply] iff hlz] =
plz] which means that o[z]’ = o[y]’. It should be noted that if we remove plx] <> —ply] from ez,
the property (denoted as ¢.,,) is no longer inductive and IND" is not satisfied. A counter-
example to induction for that weakened property would be any assignment over Ve [x],Ve[x]
and Ve [y] such that chz] = chly] = T and p[z] = ply].

3.2 K-Induction for Hyperproperties

K-induction, a well-known technique for the verification of invariant trace properties, extends
induction by reasoning over paths of length k. The base case of the k-induction algorithm is
bounded model checking (BMC) while the inductive case takes the unrolling of the transition
system of length k£ in conjunction with the property for k steps to entail the property at step
k + 1. We adapt here the proof obligations for k-induction to hyperproperties.

The BMC proof obligation is a special case of the more generic encoding introduced in [26].

BMC? =V [z]k3V[yk 1(V]z]o) A Unroll,(Vz]) — I(V[ylo) A Unroll,(V]y]) A /\ P;
0<i<k

Lemma 1. There is a k > 0 such that BMC;ﬂ does not hold iff M W= Vx3y.Geyp

The proof obligation KIND\,:H extends IND"? with the universally quantified unrolling of
the self-product of M in conjunction of the property at each position @ < k:

KIND? :=vV [z]g¥V [ylg 3V [ylk. Unrolly (V[z]) A Unroll,_y(VIy) A\ P; = T{ A Py
0<i<k
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Algorithm 2: K-induction algorithm

Input: A STS M = (V,I,T) and a formula ¢ := Va.3y.Gv
1 for i=0;true;i++ do
2 L if BMC)? does not hold then return INVALID

V3
if KIND, , holds then return VALID

3

Example 3. Consider the following variation of Ez. 1, which models a finite program with a
bounded counter ¢ ranging from 0 to some j € N. After exactly j steps, the output o is set to
h < p, and the system stutters. Mozo := ({0,h,p,c},c=0,(c<j—=c =c+1)A(c=j— =
JNO & (h+ p)) and the formula Yero := VoIy.G((o]x] + o[y]) A (hlz] & —hly]) A (p[x] <
—ply])) obtained removing the chlz] +> chly] from @es1 (see Ex. 2).

This example is not inductive because the property is not strong enough. The counters of the
universally quantified self-product can have different values, and if ¢[z] < j and c[y] = j, so the
inductive proof obligation fails, as demonstrated by the following counterexample to induction
(CTT), where j is instantiated to 6: (c[x] = 3, 0[], hz], p[z]), (c[z] = 4,o0[x]’, hlx]’, —plz]’),
(cly] = 6,0[x], =hly],p[y]). Intuitively, there is no successor for y that sets o to true, because
h # p. On the other hand, it is easy to see that this example is j-inductive, since any path over
the self-product of length j will reach a configuration in which both c[z] and c[y] equal j.

KIND, =9V [2]59V [y)5~ 3V [yls. Unrolly (VTz]) A Unroll,_, (VIg])A
A Pin N\ (DfF(VI]UVIYLLD) = T(VIgher, Vigh) A Py

0<i<k 0<i<j<k

where Diff(S,4,7) := = N\,cq(si = 55). @Za extends KIND}~ by adding a constraint that
prevents state repetition across the self-composition (over V[z] and V[y]). This constraint, com-
monly referred to as the simple path condition in classical k-induction, ensures that the paths
considered are loop-free. Enforcing this condition is essential for guaranteeing the completeness
of the k-inductive proof. Consider for instance Ex. 1, for any k& € N the proof obligation KINDZ3
would fail because any path starting with chlz] # ch[y] would lead to a CTI because y is forced
to pick a specific value for o[z] if ch is T while ch[z]; can be both true or false. In this specific
case, the simple path constraint will eventually block all the undesirable configurations.

——_v3
Lemma 2. If there is a k > 0 such that BMCY?, and KIND, hold, then M = a

Lemma 3. If M = V23y.Gap, then there exists a k > 0 such that BMCY?, and Iﬁ]\/\D:3 hold.
The following theorem follows directly from Lemma 1, Lemma 2 and Lemma 3.

Theorem 2. Algorithm 2 algorithm is sound and complete.

We can easily extend the result for Vz3y.Gi to any V3 temporal-safety formula.

Theorem 3. Let Vx3y.ip be a temporal-safety HyperLTL formula. Then, M = Vz.3y.p iff

M x Mg EVe3y.G( N (0] < p,y))
vp € Pred(t))
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where 12 is the LTL formula over the symbols Pred(vy) obtained by replacing each top-level
predicate p over x and y with a fresh variable v,; MdAz is the STS obtained through the symbolic
automata construction for LTL over finite traces.

3.3 Refining Counter-examples To Induction

We define a counter-example to induction (CTI) as a triple of assignments (X ¢, X¢er’ yeer)
over V]z],V[z]" and V[y] such that P(X°® V) and T (X, X°**') hold, and no successor
Yeer! of Yoo exists such that P(X ¢’ Y°®’) holds. Ex. 2 shows an example of a counter-
example to induction for property ¢.,1/. In this section, our aim is to find strengthenings of
the formula derived by counter-examples to induction to either prove or disprove the property.

Definition 1. Let ¢, be two propositions over Vx|, V]y]. We say that ¢’ is a strengthening

of ¥ (over M) whenever (1) ' — 1, (2) v A ¢, and (3) M = Va3y.Gy if and only if
M EVz3y. Gy’

Alg. 3 generalizes Alg.1 using function genCTI that generates CTIs.
Lemma 4. If genCTI returns a strengthening of P over M, then Alg. 3 is sound and complete.

A simple way to generalize a counter-example to induction to get a strengthening of P is
to block the assignments X°* and Y°* of V[z] and V[y|, as shown in Alg. 4. This naive
generalization blocks a state over the self-composition of M.

More efficient techniques aim to block larger portions of the state space of the self-product.
Alg. 5 shows a generalization technique based on Craig interpolation and quantifier elimina-
tion. It starts from the triple (X°*, X' Y°¢*) and computes, via interpolation, a formula
Q(Viz],V[z]',V]y]) that captures the conflict between the two paths: there is no V[y]" such
that ¢ (V]z])',V]y]') holds. To eliminate V]z])', we compute the preimage of @ using quantifier
elimination. As in the naive case, the result is used to strengthen P in a way that excludes
problematic behaviors without violating the original property.

Theorem 4. Alg. 4 and Alg. 5 return strengthenings of P over M.

Proof. (Sketch)
e (naive) The idea is that the tuple (X°*® Y °“*) represents a pair of states such that there
exists a successor of x for which no corresponding successor of y satisfies ©. If M satisfies
the original property, then either X“** is unreachable, or for every successor of X",
there exists an alternative assignment Y ¢¢* such that the successor of y satisfies 1. This
condition ensures that blocking the pair (X¢®,Y°*) does not erroneously eliminate a
behavior that is required for the property to hold.

Algorithm 3: Induction alg. with generalization function genCT1I.
Input: A STS M =(V,1,T) and a formula ¢ := Vz.3y.Gy
1 while true do
if £ BASE" then return INVALID

2
3 else if = IND"? then return VALID
4 | else P:i= genCTI(P,(Xcew Yeer xcen!))
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Algorithm 4: A naive algorithm to strengthen P using CTIL.
Input: A CTI Xc¢¢* X2’ yeez o STS M and P(V]x], V[y])

Output: A strengthening of P w.r.t. M
1 return P A (X% A Y %)

e (itp) The interpolation-based approach follows a similar intuition. It starts from the triple
(Xeer xeer! 'yeer) and computes, via interpolation, a formula Q(V[x], V[z]’,V[y]) that
captures the conflict between the two paths: there is no V[y]" such that ¢(V([z]', V]y]')
holds. To eliminate V[z]’, we compute the preimage of @ using quantifier elimination. As
in the naive case, the result is used to strengthen P in a way that excludes problematic

behaviors without violating the original property.
O

3.4 Incrementality

One of the advantages of classical k-induction lies in the incrementality of the verification
(see e.g. [19]). In this section, we present our incremental algorithm to verify induction and
k-induction tailored for SMT solvers that support incremental verification of quantified for-
mulae. To enable incremental reasoning, the proof obligations are first rewritten by removing
the outermost universal quantifiers. The remaining existential quantifiers are then pushed in-
ward, introduced only over the sub-formulas that contain their corresponding variables, thus
preserving the formula’s closure. Finally, negation is applied to transform the validity of the
implication into a satisfiability problem over a conjunction. The conjunctive proof obligation
for k-induction (without simple path) is then:

Unrolly,(V [z]) A Unroll_y(V[y]) A No<ici Pi A =3V [yl [T(V[ylk—1, VIylk) A Pi]

Similarly, the conjunctive proof obligation for BMC is:

I(V[z]) A Unrolly, (V{z]) A =3V ylo, - - VI[ylk-[Ao<i<i Pi AL (VIY]) A Unrolly, (Vy))]

Regarding BMC, the potential for improvement through incrementality is limited to the un-
rolling up to Unroll,,(V[z]). The structure of the problem with the increasing internal quantifi-
cation makes it harder to reason incrementally.

On the other hand, the k-induction proof obligation has only one inner quantification.

By fixing the index in the quantified conjunction and progressively adding constraints to the

Algorithm 5: Generalization using quant. elim. and Craig interpx.

Input: A CTI Xc¢¢* X2’ yeer o STS M and P(V]x], V[y])
Output: A strengthening of P w.r.t. M
QVlx], Vix]', VIy]) :=
Itp(Xeer AXeer NY e T(V [2], V2] ) ANT(V[yl, VIy)') APV 2], VIy)) A P(V[z], VIy]))
if getVars(Q) NV ]z]' then
| Qpre(V[2], VIy]) == QELm(IV[a]'.[T(V]z], V[z]) A Q(V[z], V2], VIy])])
else Qpre:= @
return P A —=Qpre

=

w N

AN
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Algorithm 6: Incremental k-induction for hyperproperties

Input: A STS M, a formula Vz3y.Ge

Output: M = Va3y.Gy?

solverKind = IncrSolver(), solverBMC = IncrSolver(), P := 1, res:= UNK
for (i=0; res = UNK; i++) do

if (i == 0) then solverBMC.addAssert (I(V[x]o))

else solverBMC.addAssert (T (V[z]i—1, V]z];))

:
3
5 exy = 3V[ylo, ..., Vyli. Unroll,(V[y]) A No<j<i P(V[z]i, VIy]i)
;
8
9

if solverBMC.solve (—ex,) == SAT then res = INVALID
else

if (i==0) then
L exy = 3AVI[yli. T(V[ylit1, Vyli) A P(V([x];,Y;) solverKind.addAssert (—ex,)
10 else solverKind.addAssert (T (V[yli, V[ylis1))
11 solverKind.addAssert (T'(V[x]ix1, Viz]i) A P(V[x)ix1, VIyli+1))
12 for (j=1;j<i;5++) do
13 L solverKind.addAssert (Diff(V]z] U V[yl,i,5)))
14 | if —solverKind.solve() then res = VALID

15 return res

universally quantified part of the formula, the proof can be incrementally constructed. The
approach is detailed in Alg. 6, which enables solving k-induction (without refinement).

4 Implementation and Experimental Evaluation

We implemented the algorithms presented in this paper in a prototype tool, implemented in
Python3 and leveraging the PySMT [22] library as the main interface to various SMT solvers. Our
tool uses Z3 [17] for the verification of quantified SMT formulas and for performing quantifier
elimination. For interpolation we use the default solver backend for interpolation of PySMT
(MathSAT5[13]). For QBF solving we use QuAbs [24]. Our tool implements several techniques:

e Induction with Refinement: It implements the method described in Section 3.1 with

the refinement of Section 3.3.
e k-Induction: It implements the method of Section 3.2 with and without refinement.
When refinement is enabled, the tool refines the CTI after each check of k-induction.

e Incremental Techniques: It implements k-induction without refinement in the incre-

mental fashion described in Section 3.4 (only for Z3).

The input to our tool are system models specified in the SMV input language, extended with
HyperLTL formulas. This syntax is closely aligned with the one used by the tools HyperQB [20]
and AutoHyper [7]. Our tool supports both finite and infinite state systems, as long as they can
be expressed using theories supported by Z3 (e.g., linear integer and linear real arithmetic).

4.1 Empirical Evaluation

We evaluate our prototype on a diverse benchmark suite, collected from AutoHyper [7],
HyperQB [26], HyPro [5] and HyperATL* [4, 8]. We also consider a smaller benchmark suite
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of infinite-state benchmarks from HyHorn [28]. The benchmarks!' cover a variety of property
types and systems including;:

e Path planning and robotic robustness [26, 7]: Given a grid with a set of obstacles, a
starting position and a goal position, the shortest path property is 32Vy.—goal[y]U goal|x].
The second property considers a set of starting positions and a set of goal positions, and
states whether there is a single plan to reach a goal from all the starting positions. Both
are V3 safety properties checked over grids of various sizes.

e Symmetry in mutual exclusion protocols [26, 7]: variants of Lamport’s bakery algo-
rithm enriched with symmetric treatment of processes. The original Bakery implemen-
tation violates symmetry because if the process with lower pid is favoured. A modified
model uses a flip variable and, if the flip variable is true, we compare the PID in increasing
order. We consider models with 2, 3 and 4 processes with a property that also encodes
strategy in the formula (i.e. flip[z] > —flip[y]) and a version without it.

e Non-interference in Boolean programs [5, 4, 8]: Generalized non-interference (GNI)
over non-terminating Boolean programs with varying bit-widths (e.g., 2, 4, and 6 bits).
The models are expressed as Boolean programs (only supported by AutoHyper) and SMV.

e Infinite-state non-interference and Refinement properties [28]: Variants of non-
interference properties over integers, compiler optimizations properties and programs with
non-deterministic choices. These models were designed to be asynchronous, adapted to
be amenable for our tool (most of the models required no changes).

Since our tool supports only V*3*.og, the benchmarks are restricted to this fragment. The
evaluation includes a comparison with AutoHyper and HyPro, a comparison with HyperQB, a
comparison with HyHorn and an analysis of the prototype’s configurations. We extended the
benchmarks increasing the size of the programs and increasing (and reducing) the state space
to various configurations to better analyze the performance of each approach. Experiments
for our tool, AutoHyper and HyPro were conducted on a SLURM-managed high-performance
computing cluster. Each job was allocated a single node with homogeneous hardware: Intel
Xeon Gold 6226R CPUs running at 2.9GHz, with a strict runtime limit of 2 hours per job, a limit
to single core usage and a memory cap of 8GB. Due to cluster policy and dependency isolation
requirements, both tools were executed within Singularity containers. Beyond tool-to-tool
comparison, we conducted an in-depth evaluation of the various verification strategies supported
by our prototype, including plain induction, k-induction, and their respective combinations with
refinement and incremental solving, as outlined in Section 3.3. This analysis aims to assess the
impact of refinement techniques and incremental solving across a pool of benchmarks.

In contrast, experiments involving HyperQB [26] and HyHorn were conducted on a dedicated
Linux machine (Intel Core i5-1135G7 @ 2.40,GHz, 32,GB RAM) outside the cluster environ-
ment, with an 8, GB memory limit and a 5-minute timeout. This decision was made due to
technical issues in setting up dependencies of these tools on the cluster. As HyperQB supports
only falsification of HyperLTL formulas, we restricted this comparison to a subset of benchmarks
containing known counterexamples. For the comparison with HyHorn, we considered an adapta-
tion of the benchmark suite used in its experimental evaluation [28], which consists of infinite-
state benchmarks under asynchronous semantics. Since our approach assumes synchronous
semantics, we restricted the comparison to benchmarks admitting an equivalent synchronous
encoding. Most benchmarks could be used unchanged; for compiler_opt_2 and async_gni,
we introduced stuttering transitions to align traces and preserve the intended behavior under
synchronous semantics, while two additional benchmarks were excluded because no suitable

IThe results of the experimental evaluation can be found at https://drive.proton.me/urls/H2M2H2K38CH#
CmbswFdqJERe.
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synchronous encoding could be obtained. Furthermore, some benchmarks in HyHorn require
user-provided under-approximations (called restrictions) to bound nondeterministic choices,
whereas induction (HyperInd) and k-induction (HyperKind) can be applied directly to the
corresponding unrestricted models.

Comparison with HyPro and AutoHyper. The overall performance results are summa-
rized in the cactus plot in Fig. 1(e), with detailed tables available in the extended version of
the manuscript [1]. The maximum number of solved instances are obtained by k-induction with
refinement and induction with refinement. However, the various configurations and tools ex-
hibit complementary results, as evidenced by the virtual best solver significantly outperforming
any individual approach. Both k-induction and induction consistently outperformed AutoHy-
per on a substantial subset of benchmarks. We attribute this to the scalability limitations of
explicit-state techniques, which often struggle with larger systems. In contrast, our symbolic
approach, especially when combined with refinement, is able to generalize properties more ef-
fectively and provide invariants on larger benchmarks. For example, while AutoHyper performs
well on non-interference benchmarks involving Boolean programs with few bits, its performance
degrades significantly as the bit-width increases (e.g., 4-6 bits), often resulting in timeouts or
out-of-memory failures. On the other hand, AutoHyper outperforms our tool on some bench-
marks, particularly those involving robust path planning and shortest path properties. These
examples require deep unrolling to uncover counterexamples—an area where our BMC-based
method is less efficient. Conversely, when properties are false and the counterexamples are
short, our approach is often significantly faster than AutoHyper. Our experimental evaluation
also highlights notable differences in performance between our approach and HyPro. While
HyPro shares some of the scalability limitations observed in AutoHyper—solving fewer bench-
marks overall—HyPro stands out in some specific cases. Notably, HyPro was the only tool
that handles the Bakery benchmarks with three processes without requiring a user-provided
strategy, which suggests that prophecy-based strategy synthesis (implemented in HyPro) can
serve as a powerful refinement technique in certain scenarios. On the other hand, HyPro strug-
gled significantly on larger or more complex instances and was unable to handle many false
benchmarks.

Comparison of various configurations. Fig. 1(a) shows how the solvers exhibit comple-
mentary strengths: QBF is more effective on path-planning, even without incrementality, while
73 performs better on software-related benchmarks. Due to technical limitations, we were un-
able to use QuAbs for incremental property checking and therefore focused on induction and
k-induction proof obligations. As Fig. 1(b) shows, the k-ind-incr variant consistently out-
performs plain k-ind, demonstrating the effectiveness of incremental solving. Even in BMC
settings, where incrementality is less naturally applicable, we observed noticeable speedups.
These results suggest that extending incremental solving to induction with refinement and k-
induction with refinement could be a promising direction for future work. From Fig. 1(c), we
observe that k-induction with refinement and induction with refinement produce complemen-
tary results. Specifically, k-induction performs better on invalid benchmarks, where unrolling
helps eliminate large portions of counterexamples. However, unrolling increases the complexity
of proof obligations, especially without incremental solving, and can be ineffective in complex
models such as Bakery, where it fails to eliminate enough bad configurations. In such cases,
induction with interpolation-based refinement can be more effective in filtering undesired be-
haviors. Similarly, in GNI benchmarks, where key variables are not explicitly referenced in the
property, k-induction struggles, whereas standard induction with refinement can still succeed.
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We also analyze the role of refinement in k-induction. Fig. 1(d) compares k-induction with
and without interpolation-based refinement. Although refinement introduces some overhead
by increasing property complexity, it consistently improves performance and often outperforms
the non-refined version.

Comparison with HyperQB. Table 1 shows the comparison between HyperKind and
HyperQB. We observe that, on the larger robotic robustness benchmarks, HyperQB outperforms
our tool when using Z3 as backend, while in our implementation HyperKind with Z3 does not
terminate within the timeout unless incremental verification is enabled. A possible explana-
tion is that HyperQB employs a more specialized handling of the transition relation, whereas
HyperKind currently relies on a translation through the VMT representation. Supporting this
hypothesis, we observed that an earlier version of Hyper(QB was significantly slower than the cur-
rent implementation, despite relying on the same overall verification methodology. We attribute
this to recent optimizations introduced in HyperQB to better handle input formats. Overall,
incrementality already closes a substantial portion of the gap with HyperQB, and we can still
prove properties with limited overhead, especially under incremental verification.

Comparison with HyHorn. Table 2 and Table 3 shows the results of the HyHorn bench-
marks. HyHorn substantially outperforms our approach on compiler_opt_2 and async_gni,
suggesting that CHC-based reasoning is particularly effective at discovering suitable relations
between traces. On many of the remaining benchmarks, however, HyperIlnd and HyperKind
achieve comparable runtimes, and in several cases outperform both HyHorn configurations. In-
terestingly, predicate abstraction appears to have a substantial impact only on a small subset of
benchmarks, notably counter_diff and paper_fig3, while providing limited benefit on most
others. We also observed that the restrictions required by HyHorn often improve the perfor-
mance of our approach as well (we include them in the property); for instance, they turn
timeouts into solved instances on benchmarks such as p2_gni and paper_fig3. Unlike HyHorn,
however, HyperInd and HyperKind can be applied directly to unrestricted models and therefore

benchmark/tool  hyperQB_qbf hyperQB_z3 hyperkind  hyperkind_incr  hyperkind_gbf

mutation 0.16 0.18 0.03 0.02 0.01
robo_robust_100  5.24 4.89 TO 2.66/3.78 7.12/13.01
robo_robust_1600 50.170 16.80 TO 16.73/ 21.52 35.49/64.30
robo_robust_3600 82.92 29.77 TO 26.73/37.26 54.76/107.25
snark 7.113 8.715 5.48/11.85 5.89/9.47 12.81/26.73

Table 1: Comparison of cumulative verification times between hyperkind and HyperQB. For
k-induction, entries of the form x/y denote the BMC time (x) and the total time.

benchmark/tool hyhorn hyhorn-no-pa hyperind hyperkind

async_gni 1.14 1.09 22.23 5.85
non_det_add 2.35 1.76 0.96 1.06
pl_gni_with_C TO TO TO TO

smaller 0.68 1.87 1.16 0.65

Table 2: Result of the evaluation over HyHorn’s models with bounded non-deterministic choices.
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benchmark/tool hyhorn hyhorn-no-pa hyperind hyperind.r hyperkind hyperkind_r

compiler_opt_1 0.77 0.77 0.79 - 0.61 -
compiler_opt_2 0.94 1.74 TO - TO -
counter_diff 0.56 16.21 1.72 0.66 0.39 0.33
counter_negate  0.49 0.50 0.45 0.44 0.72 0.31
counter_sum 0.58 0.86 0.67 1.61 0.33 0.62
pl_gni 1.31 1.65 22.48 - 1.22 -
pl_simple 0.89 1.49 4.43 - 0.76 -
p2_gni 10.33 8.70 59.52 23.68 TO 3.81
p3-gni 1.24 1.12 1.57 - 0.89 -
p4_gni 2.23 1.96 12.81 - 5.69 -
paper_fig3 2.02 156.38 TO 5.65 TO 0.82
refine 0.63 0.60 0.57 0.63 0.43 0.46
refine_2 0.66 0.96 1.10 - 0.73 -

Table 3: Results of the evaluation over HyHorn’s models with non-deterministic choice of
integers. Column hyperind_r and hyperkind_r represent respectively instances of induction and
k-induction with modified properties to include hyhorn restrictions. - denotes benchmarks for
which restrictions are already included in the property.

do not depend on user-provided under-approximations. Taken together, these results suggest
that induction-based reasoning provides a competitive alternative to CHC-based verification
for symbolic hyperproperties, while the two approaches exhibit complementary strengths.

5 Conclusion

We introduced in this paper a novel approach for the verification of V3 temporal-safety proper-
ties. By extending classical induction and k-induction techniques to operate over sets of traces,
we developed generalized proof rules tailored to the hyperproperty setting. Our method intro-
duces the notion of hyper-(k)-inductive invariants as certificates of property satisfaction and
provides refinement strategies to strengthen specifications into inductive form. We implemented
a prototype tool and evaluated it against state-of-the-art solvers on a range of benchmarks. The
empirical evaluation suggests that our technique is both practical and complementary to exist-
ing tools.

There are several promising directions for future work. First, we aim to explore how ab-
straction techniques can be integrated into our framework, following approaches similar to
those in [35] and [6]. We are also interested in adapting other existing techniques, such as
Interpolation-Based Model Checking [31] and IC3 [11], to HyperLTL model-checking. A partic-
ular challenge with IC3 is that, while it typically over-approximates the state space, verifying
V3-hyperproperties may require both over- and under-approximating at the same time. Finally,
we plan to improve incrementality by integrating incremental QBF-solving techniques [30], en-
abling the dynamic addition of new predicates in closed QBF formulas. We also plan to explore
bounded Skolem functions generated by QBF solvers during bounded model checking to further
accelerate verification.
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